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Regular Launch
Boot manager (BootMgr) is responsible for initial platform data collection

Parses Secure Boot policy, ACPI/UEFI runtime tables and parts of registry

Initializes BitLocker, displays boot/recovery menu

Launches Windows loader, resume, or other boot app (such as MemTest) 

Windows loader (WinLoad) does the remainder of the data collection

Constructs large structure (loader parameter block) to pass to the kernel

In the case of Hyper-V load, passes data to HvLoader instead

HvLoader initializes Hyper-V, Secure Kernel (for VSM/VBS), then returns

Entire process executes at VTL 0



Chain of Trust: Today
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https://docs.microsoft.com/en-us/windows/security/threat-protection/protect-high-value-assets-by-controlling-the-health-of-windows-10-based-devices


Limitations of current trust model

Secure boot and static root of trust (SRTM)
Strong dependency on the security UEFI firmware

Widespread issues with OEM firmware undermine TCB

High-integrity attestation is at boot time
DHA only measures and attests to the integrity of system
bring up

Simple runtime attacks do not impact health state 

Limited runtime solutions
EDR/AV can identify runtime attacks limited to integrity (software)

PatchGuard/HyperGuard great but not easily extensible



Improving Boot Trust

System Guard with DRTM

Utilize DRTM (Intel, AMD, QC) to measure TCB from a Microsoft MLE

“Assume Breach” of UEFI and measure it from a hardware-rooted MLE

DRTM + Remote Attestation

Measurements of key properties available in PCRs and TCG logs

Attest TCB components w/ System Guard runtime
attestation + Azure Conditional Access + WDATP

SMM Attacks

Can be used to tamper HV and SK post-MLE

SMM paging protections + attestation on roadmap

http://www.uefi.org/sites/default/files/resources/Jiewen Yao - SMM Protection in  EDKII_Intel.pdf


System Guard - DRTM



Secure Launch – SINIT & ACM
Boot manager now checks for Intel TXT support & enablement 

If present, TXT heap is allocated, GETSEC initialized, MTRRs configured

TxtLoadAcmModule will start the SINIT Authenticated Code Module 

Authenticated Code Module provided by Intel for each CPU SKU

Lives in \Windows\System32\acm.bin, or more likely, in TcbRes.wim

WIM contains a VID/PID pair directory and matching ACM (KBL_SINIT)

Parsed and loaded by TxtLoadAcmFromPackage

ACM validates chipset registers, PCH settings, PCI MMIO space



Measured Launch Environment
MLE validates OS-sensitive data structures and execution environment

Specific settings that Hyper-V may be susceptible to, MSR values, etc… 

Transferring execution to the MLE

BlArchLaunchMle copies data into the TRANSIT section of TcbLaunch

contains the MLE embedded as the "DOS Stub" part of the 
PE header (the real PE binary has an e_lfanew PE offset of 12KB+!)

After MLE execution



TCB Launcher Flow
TcbLaunch serves as export module containing the Boot Library API

OS boot logic now lives in TcbLoader.dll which has two exports
TcbLoadEntry used for boot flow, TcbResumeEntry for S5 resume flow

Loading Hyper-V is done by HvLoader.dll, compiled as dynamic library

This factoring allows TcbLoader & HvLoader to share an address space
State, memory and APIs can thus be global to both loaders – as if they 
were drivers running within the same kernel

HvLoader factored to handle both TXT vs. non-TXT boot 

BlGetExecutionEnvironment used to determine memory ownership
Multiple validation stages were added to all pointers and registers in ACPI 
tables and all other ephemeral transfer structures





Enclave Technologies
Enclave models
Windows supports two enclave types: Intel SGX and Microsoft VSM

Intel SGX

Fully encrypted memory and bus traffic, resilient to SMM (but not ME)
but requires special UEFI enablement, Intel Sky Lake+ SKU, AESM service

Microsoft VSM

Physical attacker with a quantum laser bit flipper is out of scope



Kernel Pool

User 

Mode

Kernel 

Mode

Secure Mode (VTL1)Normal Mode (VTL0)

Virtual Secure Mode

NT Kernel Secure Kernel

Mode-Based Execute (MBE) Control
Extended-Extended Page Tables (EPT)
XU for user pages

XS for supervisor pages

KMX and UMX become separate hardware bits

SLAT Used to Enforce RX-Only
HVCI running in SK validates code pages
If valid, set GPA bits to R=1 W=0 KMX=UMX=1

VSM Enclaves
Extensible development model for VSM
Supports VSM/SGX API documented here

Requires code to be signed by Microsoft

https://docs.microsoft.com/en-us/windows/desktop/api/enclaveapi/


Activation



Activation

, opens handle to Agent, and sends INIT IOCTL 
(0x9C402480)

This returns initial kernel image information (kernel base, size, checksum, 

timestamp, full path) which will be used to initialize the Assertion Engine



Agent Driver

SgrmAgent provides a "Mailbox" IOCTL (0x9c402484) for requesting:

 User-mode read-only mapping of any piece of kernel-mode VA

 Race-free, referenced access to EPROCESS, ETHREAD, DRIVER_OBJECT
 Suspend/resume of any thread

 User-mode copy of any physical RAM, kernel VA, or MMIO region

 Map/unmap of any file

 User-mode memory region bounds and mapped file name, if any

 User-mode CONTEXT of any thread

 Read-only MSR access

 Internal structure symbol offset lookup by name



Agent Driver 

– and possibly ignoring



System Guard Runtime Client API

with SYSTEM, Local 

Administrator, and WDATP Service SID

Internal RS4 API has a generic "Report"

API and internal registration for WDATP

//Application requests an attestation session from System Guard
DeviceAttestationSession session = await
DeviceAttestationManager.CreateSessionAsync(RPID, Nonce);

//Application obtains session report signed by System Guard 
Attestation Service
String jwtSessionReport = await session.GetSessionReportAsJwtAsync();

//Application can request the session X.509 certificate to verify the 
session report
//and obtain the key to validate the runtime report signature
Certificate sessionCertificate = await
session.GetSessionCertificateAsync();

//Application obtains runtime report signed by System Guard (called 
multiple times per session)
String jwtRuntimeReport = await session.GetRuntimeReportAsJwtAsync();



Octagon Script Model



LUA<->Broker Assist Wrapper API
Does LUA Talk to Win32/NT?

the Assertion Engine is spun up, the EngHostInitialize export is 

called, passing in g_BrokerAssistCallbackTbl as an array of “assist” APIs

These are made available through an AssistWrapper class which uses the 

Win32 CallEnclave API to exit the enclave and execute the required assist

Most of these assists map 1:1 to the IOCTLs which are provided by the 

Agent, but some don't : GetSystemInformation/Time, 
NotifyAssertion/LuaFailure, NotifyEngine, SetTimer, TraceLog

These can simply use the regular Win32/TPM API exposed to user mode



Broker<->LUA Host Wrapper API

The Enclave DLL exports EngHostNotify/DispatchThread/Initialize/ 
Shutdown for internal use. During initialization, LUA globals can also be set, 

such as GLOB_KERNEL_IMAGE_BASE

EngHostGetReport (RS4), EngHostGetRuntimeReport (RS5) call into the 

LUA functions (such as "Notify" or "ExecuteNext")

EngHostGetSessionCertificate/Report use VTL1 Enclave API (Enclave 
GetAttestationReport) to get VSM-signed proof that the assertions 

came from trusted system. EngHostCreate/DestroyAttestationClient
and EngHostAttest talk to relying party to submit the attestation data



Decompiling the LUA Script

The entire LUA script 

bytecode is in the .luaseg
PE section of SgrmEnclave

No modern, well-supported 

LUA 5.3.4+ decompiler

exists (and MS has used 

custom engine before)

But with some hacks... some 

of the logic can be exposed



Decompiling the Cloud-Deployed LUA Script

The LUA script is now deployed by cloud, dropped in \Windows\System32
\Sgrm\SgrmAssertions.bin with a catalog file (SgrmAssertions.cat) 

containing its hash and the Isolated User Mode EKU (1.3.6.1.4.1.311.10.3.37)

File is validated & checked against catalog hash by the enclave, not broker. 

It contains a LUA_FILE_HEADER followed by the LUA Bytecode
UCHAR TLVEmpty[6];        // {01, 00, 00, 00, 00, 00}
USHORT Version;            // LUA_FILE_HEADER_FORMAT_VERSION (1)
UINT SVN;                // >= 1
USHORT MajorScriptVersion; // MAJOR_SCRIPT_VERSION (1)
USHORT MinorScriptVersion; // MINOR_SCRIPT_VERSION (1)
USHORT MajorEngineVersion; // MAJOR_ENGINE_VERSION (1)
USHORT MinorEngineVersion; // MINOR_ENGINE_VERSION (1)



Current LUA Assertions
to Change & Rapid Iteration

 Process Image Base memory contents & integrity

 Code Integrity for MsSense.exe, MsMpEng.exe & SgrmBroker.exe
 Driver Dispatch Routines for MsSecFlt, SgrmAgent, WdFilter
 Device Objects for HackSysExtremeVulnerableDriver, mimidrv, Htsysm
 EPROCESS Data Modification (Mitigations, Token, Protection Level)

 Primary TOKEN Data Modification (Groups, IL) and SYSTEM Steal/Swap

 Firmware (specifically, SMRAM Unlock on AMD Systems w/ special MSR)

Consider these a useful "tech demo" for the initial implementation as 

obviously the checks are nowhere exhaustive yet – the magic behind the 

technology isn't what hardcoded LUA script runs – it's the engine around it



 FIRMWARE_ENFORCEMENT/AUDITMODE_GUID
5fd851c7-e688-4887-bf30-13d2c6b6d6c3
b9a781f3-d473-4e10-b871-d32465c4d572

 DRIVEROBJECT_DISPATCHES_GUID
0efb8b25-8b47-4993-8a44-69e4b732c105

 BLACKLISTED_DEVICES_GUID
9817a40a-69b7-4e95-af06-4eef53005660

 PRIMARY_TOKEN_ENFORCEMENT/AUDIT_GUID
33b38db6-f83a-4709-bfc0-1b917d03b2bf
1200f800-eb82-4abf-868f-ef03acb58fd7

 EPROCESS_OBJECT_ENFORCEMENT/AUDIT_GUID
e57680b5-3440-47cb-b9dc-49c0ae9db073 
e8e0e9a8-6238-4331-a4a5-06779f2bd033

 CODE_INTEGRITY_GUID
30dafe52-80ac-4530-a388-6507719e4e5e

Current LUA Assertion GUIDs



Putting it Together
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Attack Surface
TPM assumed trusted

Reliance on it for reports, attestation, secret sealing through PCRs

Hypervisor assumed trusted

VTL1 security and secrets vulnerable to Hyper-V bugs and VSM bugs

SMM assumed trusted

Management Engine assumed trusted



Defense-in-Depth
Fast I/O Dispatch with probe & locked MDLs reduces race conditions

Memory-based assertions to detect data attacks are backed by Memory 
Descriptor Lists mapped into user mode, simulating a shared data buffer

Ring 3 Broker runs as Windows TCB-level protected process

Minimizes risks of user-mode-only admin attacks, requiring either a 
protected process bypass or kernel-driven attack

Self-assertion and validation of Octagon’s own components

These checks validate that Octagon components haven't been 
compromised, forcing a successful bypass to have to win a Time-of-
Check-To-Time-of-Use (TOCTTOU) race



Limitations
Vulnerable to race conditions

Any runtime assertion technology will be limited by an attacker restoring 
normal/expected state within the timing window of the assertion (already 
an issue with PatchGuard today

Privileged runtime VTL 0 attacker can theoretically supply ‘fake’ data

Measured data for runtime report comes through VTL 0 / Ring 3 broker 
process and provided by VTL 0 / Ring 0 driver

DRTM and runtime assertions can only measure/verify ‘known’ unknowns

A magic "God Mode" MSR won't be measured if nobody knows it exists. 
Similarly, data-only corruption techniques and effects must be known





Upcoming Intel CPU Security Features
SGX-LC – Software Guard Extensions with Launch Control

SGX-LC allows the configuration of which platform key is trusted by the 
processor, so that more than just Intel-signed enclaves can launch.

UMIP – User Mode Instruction Prevention

Disables the usage of the SGDT, SLDT, SIDT, SMSW and STR instructions, 
which are often used for Kernel ASLR bypass across all operating systems

CET – Control Flow Enforcement Technology

Implements processor-based control-flow validation of indirect branch 
instructions (hardware CFG), as well as a data stack vs. return stack ISA 
change to detect violations of RET usage (hardware ROP detection)



SGX-LC Support in Redstone 4
Enabled through an IA32_FEATURE_CONTROL MSR (bit 17)

This activates MSRs storing the public key used to validate launch enclave

SGX-LC is currently supported in “Gemini Lake” machines (Low-Cost)

Available on latest basic Intel NUC, needs modified BIOS to enable MSR

Hyper-V in Redstone 4 now handles MSR accesses to those values

Allows them to be written if SGX-LC is enabled in host feature MSR

Each time the VP containing those MSRs is scheduled, the cached MSRs
are written into the actual host MSRs

SystemEnclaveLaunchControlInformation added to NtSetSystemInformation



UMIP Support
No UMIP Support Today

Current builds don’t look for/enable UMIP support in any public version

Windows has another technology that’s been available since Windows 8.1, 
which leverages the hypervisor

Enabled by default as soon as Hyper-V is enabled for both guest VMs as 
well as the root partition

NPIEP – Non Privileged Instruction Execution Prevention

Hyper-V technology that essentially blocks usage of SGDT, SIDT, SLDT and 
SMSW from Ring 3 code for exploitation

The instructions return #UD (Undefined Opcode) exception to caller

Support also exists in the Opcode Decoder that’s used in certain faults



Intel CET Details
Combination of Shadow Stacks & Indirect Branch Tracing

Master enable is in CR4.CET (Bit 23)

Each can be enabled with new MSR_IA32_(U/S)_CET (6A0h, 6A2h)

Indirect Branch Tracing – ENDBRANCH state machine to track branching

Ability to configure MSR to use ‘legacy bitmap’ if ENDBRANCH is not used

What a coincidence – format matches exactly the Windows CFG bitmap

Shadow Stacks – Active patch sets in Linux since June 2018, and now RS5

Only for user-mode – is it possible Intel will release CET in bits & pieces?

Creates concept of a “shadow IST” for interrupt stacks

Also, optionally, adds instructions for reading/writing to shadow stack



Shadow Stack Details

For each CPL, shadow stack is stored in a register called IA32_PLn_SSP

Each register is stored in XSAVE data (Bit 11 for CPL3, Bit 12 for CPL0-2)

On x86, TSS 

SSP pages are described by PTEs with both “read only” and “dirty” bits set

[SSP] != [RSP] during a RET causes INT 21 (#CP) – Control Protection

Additionally, incorrect accesses to SSP pages cause page faults



CET Support in Redstone 5

If Shadow Stack mitigation enabled, set KTHREAD->CetShadowStack = 1

Implementation of nt!KiControlProtectionFault (INT 21) added



Fibers

Fibers are Windows’ user mode threads (like Java’s green threads)

Optimized context switching avoids kernel transition

System calls/APCs cause lazy switching to occur

Fibers pose a problem because they have their own user-mode stack

Allowing trivial modification of SSP from within privilege level is asinine





Windows Shadow KVA

Mitigation creates a new, separate top-level page directory

KPROCESS is augmented with UserDirectoryTableBase field for Ring 3

CR3 is set to this address whenever exiting to user-mode, and changed 
to KPROCESS->DirectoryTableBase on any entry back into the kernel

Leverages Process Context Identifiers (PCIDs) on Intel (tagged TLB)

Avoids flushing – otherwise, on older systems, Ring 3 PTEs set to Global

Only done for non-Administrator/SYSTEM processes

But what do all of the IDT entries and SYSCALL MSRs point to?



Shadow Space

Each possible trap must have some sort of Ring 0 code which handles it

But CPL transitions, and execution of CPL 0 code also require GDT, IDT, 
TSS and a Ring 0 Stack

Any data accesses done by the handlers must also be accessible

GS Segment (KPCR)? System Call Table?

Mapping each of these raises the amount of attackable data



Shadow Switch

So what’s at PdaKernelTransitionStack (0x4200)?

In fact, IdtBase here actually points to a new data structure called the 

processor descriptor area



Processor Descriptor Area

Describes full processor ‘shadowed’ space needed for ring transitions

Internal name is KPROCESSOR_DESCRIPTOR_AREA
+0x000  Idt : [256] _KIDTENTRY64
+0x1000 Tss : _KTSS64
+0x1070 Pcr : Ptr64 _KPCR
+0x1078 IdleStack : Ptr64 Void
+0x1080 Padding          : [7984] Uchar
+0x2fb0 Gdt : [5] _KGDTENTRY64
+0x3000 TebLdrEntry : _KLDTENTRY
+0x3008 StackPadding : [4088] Uchar
+0x4000 TransitionStack : [8] _KTRANSITION_STACK

Therefore, 0x4200 is Pda->TransitionStack[1], which the system call stack



Page Combining

Windows has memory deduplication technology called Page Combining

Initiated through NtSetInformationSystem or by using NtManagePartition

Crc32 is used as algorithm to determine page equality

SuperFetch Service kicks this off every 15 minutes



Systemwide Page Combining Mitigations

Researchers identified page combining as a dangerous side channel

Still, potentially an issue between apps, but benefits are huge

Due to renewed side channel concerns, individual apps can now opt-out



Per Process Page Combining Mitigations

The first mitigation is the introduction of security domains

Every time an initial process token is set, domain is incremented

If domain is set, only pages sharing process domain will be de-duplicated



Disabling / Minimal Page Combining

The second option is a mitigation called DisablePageCombining

Other than what are called “common pages”, this flag prohibits all process 
page combining, even within its own pages!

Common pages are pages of all 0, or all 1 – these are always combined

No processes currently have this set, but likely to be the case for shared 
VM worker processes, for example, or managed runtimes (COM, .NET, 
Java) with strong memory protections within a single address space

Finally, the third mitigation option is MinimalPageCombining

Security Domains serve another purpose beyond page combining...



Branch Prediction Mitigations

HyperThreading causes branch target cache pollution within SMT set

SmtBranchTargetIsolation option enables SMT-safe branch cache eviction

All kernel transitions must now analyze KPRCB->BpbFlags



Branch Prediction and Security Domains

Cross-process branch target injection addressed through security domains

Security domain in EPROCESS copied to KPRCB TrappedSecurityDomain

This also adds a nice forensic side-effect



Retpoline Kernel

Mitigations using ‘retpoline’ can be quite expensive

In RS5, fixups similar to relocations are now done at image load instead

A bitmap – like the CFG Bitmap – is also employed





Improving Kernel Security

VBS enabled by default in all Windows SKUs

Activates Kernel CFG, DMA Protection, etc..

Blocking malicious, vulnerable, abused drivers

With HVCI, drivers that are known sources of abuse blocked via blacklist

Future is to enable more secure signing model (WHQL, EV) by default

Read-only kernel memory

HyperGuard enforces memory/MSRs as RO

Looking at expanding to protect current attestation points



Improving Boot Security

SMM Isolation and Attestation

SMM is a key attack vector for TXT and VBS

Intel and Microsoft pushing vendors to use SMM page table protections

Ability to attest memory protection is available (HSTI)

Early boot DMA protection

DMA-r, Early boot IOMMU, and BME Clear are all supported in RS5

Further enhanced by “DMA Guard” protection against external PCIe buses 
such as Thunderbolt on supported devices

Better protection/assertion of UEFI Runtime Functions



Redstone 5 Threat Intelligence Updates

ETW Threat Intelligence channel did not deliver suspend notifications

But a process can also be put in Deep Freeze and Thawed

Distinction between local kernel and remote kernel operation contexts

Added to alloc, map, protect, queue APC, set context events, extending 
previous local/remote values






